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2 Topics in Optimization: Graph problems and algorithms

In this second class on Applied Optimization I have touched upon a number of classical graph
models. There is a wide range of logistic and combinatorial problems that can be viewed as
graph problems.

I will discuss

1. Shortest Paths;

2. Minimum Cost Spanning Tree;
3. (Non-)Bipartite Matching

4. Maximum flows;

5. Minimum Cost Network Flow

For the above problems I will indicate the models and in particular the algorithms to solve
these models rather efficiently. They are of increasing complexity but all belong to a set of
polynomially solvalable problems that often serve as a subproblem in more complex real-life
settings.

Except for the minimum spanning tree problem, these problems can easily be formulated
as linear programming problems and hence solved by use of the simplex method. However,
they allow also for more efficient, tailor-made solution strategies that do not require the LP-
solver (and its license). In AIMMS we can solve these problems either as an LP, or as a
network flow problem, that is as a linear programming problem in which variables can be
associated with flow-variables along arcs in a graph, and with constraints that are associated
with nodes in a graph.

2.1 Notation

An undirected graph is a pair G = (V, E) where E C {{u,v}|u,v € V}}. Here V is called the
set of nodes or wvertices. The set E is the set of edges. If E contains all possible pairs G is
called a complete graph, and denoted by K, if n is the cardinality of V. A directed graph is
a pair G = (V, A) where A C {(u,v)|u,v € V}. Here A is the set of arcs. Note that we now
deal with ordered pairs. A bipartite graph is a graph in which the node set can be split into
two parts, V = U U W say, such that there are no edges or arcs inside U or inside W'.

A spanning tree is a subset I’ of the edges such that the following three conditions hold:



1. |[Fl=n—-1;
2. F does not contain cycles;
3. Fspans V,ie. foreachve ViAfe F:ve f

It is an easy exercise to see that two out three properties imply the third. If a subset F'
of edges has the property that it does not contain cycles, it is a collection of trees in smaller
graphs, and such collection is called a forest.

A matching in an undirected graph is a subset F' of edges such that distinct edges f,g € F
have no intersection: f N g = (). In other words: each vertex of the graph is covered by at
most one edge in F. A matching such that each vertex is being covered by some edge is called
a perfect matching.

2.2 Shortest path problems

The setting is a directed graph G = (V, A) in which nodes v,w € V may or may not be
connected by and arc a = (v,w) € A of a certain length I(a). Further we are given a pair of
nodes s,t, and we are interested in finding a minimum cost path s = vg,v1,...,v5_1, 0% = t,
with (v;,vi+1) € A and cost/length Zf;ol [(vi,vi+1). In almost all cases we have that lengths
are positive: {(a) > 0. There are situations in which arc-costs can be negative but in those
cases not all of the following algorithms may apply.

The following algorithm is called after its inventor Edsger Dijkstra, who tells that he was
inspired by what he observed after he spilled some coffee. The coffee reaches positions on the
table in the order of increasing distance from the point where the coffee hits the table. This
seems a tautology, but it helps to understand the workings of the following algorithm which
does rely on the assumption that time (length) is positive.

Let R denote the set of already reached nodes,
let h(v) denote a preliminary label for vertex v, which at all times will be a valid
upper bound on the distance from s to v.

Start by taking R = {} and h(s) = 0 and h(v) = oo, for v # s.
while ¢ € R do
select v € V'\ R with lowest label h(v)

add v to R
update h(w) for w & R, (v,w) € A by h(w) = min{h(w), h(v) + (v, w)}
end while
A naive implementation takes O(n?) iterations, where n = |V|. For sparse graphs the

running time can be improved by using smart data structures that allow for minimizing h(v)
in roughly mlog(n)/n time on average. Here m denotes the number of edges.

Note that Dijkstra is a single source-to all shortest path calculation. It computes shortest
paths from s to all other points (if you do not stop at the point where ¢ enters R. In case the
edge/arc costs are allowed to be negative this procedure does not work.

There is also another algorithm by Floyd-Warshall, that computes all-pairs shortest paths
even in the presence of negative edge cost. An additional restriction is then that there should
not exist a cycle with negative total cost, since otherwise one can get infinitely low cost by
running along this cycle. We start by setting a distance matrix which entries are the true



cost of an arc (i,7) if it exists and cost oo if it does not. Once we have set this matrix up,
we use Floyd’s algorithm to compute the shortest distance between all points in the graph.
Floyd’s algorithm is given below in C:

int floyds(int *matrix) {
int k, i, j;

for (k = 1; k <= n; k++)
for (i = 1; 1 <= n; i++)
for (j = 1; j <= n; j++)
if (matrix[i][j] > (watrix[i][k] + matrix[k][j]))
matrix[i,j] = matrix[i][k] + matrix[k][j];

When this routine finishes the entries in all positions of the matrix represent the lowest-
cost traversal between the row-vertex and column-vertex. You need some extra work to
reconstruct the shortest paths or to intervene when negative cost cycle are encountered.

Floyd’s algorithm works by looking for all non-direct paths between two vertices that
have a less-expensive total cost than the best way yet found to move between said vertices. If
such a path is found, it becomes the value against which future indirect paths between these
vertices are tested. In the end, each element of the matrix represents the lowest-cost traversal
between the vertices it’s row and column represent. Remember that if the graph is directed,
so is the answer in d(i,j) of the matrix; moreover, d(i,j) may not be equal to d(j,4) in a
di-graph.

It is clear that Floyd’s algorithm takes n? time.

2.3 Minimum cost spanning trees

Consider an undirected graph with costs on the edge. We may want to find a spanning tree
of minimum total edge cost. There are two well-known algorithms for this. The first one is
called after Kruskal:

1. start by sorting edges in non-decreasing edge cost;
2. set initially F' = ()
3. fori=1,...,m, if FU{e;} does not contain a cycle, add e; to F'

Note that procedure starts with the nodes of G partitioned into n singleton components,
and in each iteration connects two components by the cheapest possible connection.

The second method is called after Prim and Dijkstra:
1. set initially F' =), R = {v}, for some arbitrarily chosen vertex v;

2. select w € V' \ R nearest to R, that is, with smallest cost edge e = {u,w} with u €
R,w ¢ R;

3. add w to R, add e to F
4. if V # R return to 2



2.4 Bipartite Matching
2.4.1 Maximal cardinality matching

Given a bipartite graph G = (U UV, E), we may be interested in finding a maximum size
matching F. One procedure to find such a set is the following:

1. set F =0, N = (); F will hold the matching, N will hold the members of V' covered by
the matching.

2. (Greedy start)
forue U doif (3w e V\N, {u,w} € E) F=F+{u,w}, N=N + w;

3. (Improvements)
for u € U if u not covered by F' do

(a) set R={u}, No=0, Ny ={w € V[{u,w} € E}, k=1;

(b) while ( Ny € N and Ny # Ni_1 ) do
R=R+{veU|Gw e N\ Ny_1: (vw) € F};
Niey1={weV|Fve R: {v,w} € E},

k=Fk+1;

(c) if while-loop breaks with a w € N, C N we have a path from u to w with an odd
number of edges, each second of which belongs to F: u = vy, v1,...,02_1 = w.
Exchange edges {(v1,v2), (v3,v4), ..., (vor—3,V25—2)} C F,

by the set {(vg,v1), (v2,v3),. .., (Vog—2,Vop—1)}.

(d) if the while-loop breaks with N = Nj_1, we found a set R C U with |R| — 1
neighbors in W which means that one member of R will be unmatched in any
optimal solution.

4. output F' as maximal matching

The above procedure works mainly on the reasoning that if we consider a maximum size,
red matching, say, and compare it to a smaller size blue matching, then the union of the two
matchings must contain a component with one more red edge than blue edges.

2.4.2 Minimum cost perfect matching

Given a complete bipartite graph G = (UUV, E), with |[U| = |V| and edge costs ¢, we may be
interested in finding a perfect matching F' of minimum cost ¢(F"). The following procedure is
based on the observation that if we consider a minimum cost matching on k edges (blue) and
a minimum cost matching on k + 1 edges (red), then the union of the matchings must consist
of components that are either cycles of alternating red and blue edges, where the blue edges
and the red edges have the same total cost, or they are blue paths (one more blue edge than
red) or red paths (one more red edge than blue). There is one more red path than there are
blue paths. Each combination of a blue path and a red path must have cost on blue edges
equal to the cost on red edges. Consequently, from a blue minimum cost matching one can
derive a minimum cost matching on a set with one more edge by exchanging edges along a
path of alternatingly blue and non-blue edges of minimum additional cost.

l.set F=0,k=0



2. while (k < |U]) do

(a) orient edges in F' from V to U and give the arc weight —c(e); orient edges not in
F from U to V and give them weight c(e).

(b) create nodes s and t with an edge from s to each unexposed node in U, of weight
zero, and with edges from each unexposed node in V to t, again of zero weight;

(c) find a minimum cost path from s to ¢, thus creating an alternating path P of
non-F-edges and F-edges from an unexposed vertex in U to an unexposed vertex
in V.

(d) set F' = FAP (the symmetric difference of F' and P)

3. output F' as the minimum cost perfect matching between U and V.

2.5 Maximum Flows

Given a directed graph G = (V, A) with arc capacities c(a), and special nodes s and t in
V we may be interested in finding a (provably) maximal flow from s to ¢. Here a flow is a
non-negative function on the arcs f(a), satisfying 0 < f(a) < ¢(a) and where the net outflow
in a vertex v (exc(v)) is defined by

exc(v) = Y flow)— > fluw)

w:(vw)€A u:(uv)€A

We demand that for each intermediate node v # s,t, we have exc(v) = 0. The value of
the flow, which we want to maximize, is exc(s).

The maximum flow is easily found by starting with a feasible flow (in this case f(a) = 0,Va
will do). Given a flow f, an auxiliary graph H(f) is built as follows: the node set is V', and
there is an arc from u to v if and only if either (uv) € A and f(uv) < ¢(uw), or (vu) € A and
f(uv) > 0. If there is a directed path from s to ¢ in H(f), then the flow along this path can
be augmented by a value found by taking the minimum c(a) — f(a) of any arc on this path
with the same orientation, or the minimum f(a) of any arc on the path, in reverse direction.

In order to control the number of iterations it is necessary to take an augmenting st-path
of smallest cardinality.

While an augmenting path is found the procedure is repeated (graph H(f) should of
course be updated). At some point in time there is no st-path in H(f). Let S denote the set
of nodes that can be reached from s. Then ¢ ¢ S, and moreover, for each arc uv € A, with
u € S,v & S we have that the arc is saturated: f(uv) = c(uv), and for each arc uv € A, with
v € S,u ¢ S we have that the arc carries no flow: f(uv) = 0. Hence the set of edges with
one endpoint in S carry no flow in and the amount of flow carried out equals the value of the
flow exc(s). This set is called an s — t-cut with capacity »_,cs+(s) c(a), and proves that the
current flow is of maximal value.

2.6 Minimum Cost Network Flow

Given a directed graph G = (V, A) with unit flow-costs c¢(a) along arc a and a flow-range
l(a) < f(a) < u(a), and with demands b(v) for each vertex v, we may want to find aa flow of
minimum cost (D, c¢(a)f(a)) in the network, that satisfies the upper and lower bounds per



arc, and for which the excess per node equals the demand exc(v) = b(v) for all v € V. Of
course to make this feasible at all, we require that ) b(v) = 0.

It is easy to see that this formulation covers all the previous ones. It can be solved with a
special version of the simplex algorithm for Linear Programming, called the Network Simplex
algorithm. The running time is roughly n?, if one takes care of minimizing degenerate pivots
carefully. There are several efficient implementations of variants, so the need of full-blown
LP-solvers can sometimes be circumvented.

In the modeling tool AIMMS the type Variable has a special variant called arc. It refers to
flow-variables f(a) as mentioned above, and has attributes: node-from, node-to, lower bound,
upper bound, and cost. Further there is a special variant of the type Constraint, namely
a node. The typical definition would then read something like: NetInFlow = —b(v) where
the term NetInFlow is a predetermined identifier that stands for what is says. Similarly
there exists a predefined identifier FlowCost, which in the context of a network formulation
equals the expresssion ) c(a)f(a). One can set up a mathematical program with these
variables and constraints which then can be solved by either calling for an LP or a Network
as problem-type.



